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Abstract – Cloud SLAs encompass compensation for cloud renters if 

average performance level drops below a satisfied threshold level. It 

is considered as an inflexible process, because resource renters lose 

enormous amount of performance but the compensation (with 

credits) will be done only in the next phase (cycle). We propose to 

schedule virtual machines based on Partial Utility method, which 

allows the provider to transfer the resources between different VMs. 

In an overcommit environment, Partial Utility scheduling allows 

more virtual machines to be allocated. Therefore the cost model 

includes partial utility the clients provided for a certain level of 

depreciation. With synthetic and PlanetLab workloads, Cloudsim 

was stretched out to support our scheduling model. At provider side 

they get more revenue per resources and at the client side their 

workload’s execution time gets improved, by having an SLA based 

degradation of computational power, allowing more VMs to be 

allocated. 

 

Keywords –Cloud Computing, Service level agreements, VM 

Allocation, Partial Utility-Driven Scheduling 

 

I INTRODUCTION 

Cloud users rent computational units based on their workloads. 

Cloud providers deals with the massive hardware deployments, 

management and environment costs and the cost of computational 

unit will include those costs. Cloud SLAs provides some 

compensation when the average performance level drops below a 

certain threshold level. But the problem is that, it follows all-or-

nothing based i.e., whether the availability satisfies the agreed 

uptime or not. Also cloud renters considered it as inflexible, 

because for compensation they have to fill out a form and wait 

until the next charging phase   . We propose to use Flexible SLA 

where instead of delaying or queuing the workload as a whole it 

can be run by restricting resources. The workloads are executed 

by overcommiting the resources. In such an environment there 

will be many classes of users, and most of them are willing to 

trade their workload performance at low usage cost or even free 

cost. Therefore the overcommitment should be done with 

minimal impact on performance and maximum cost benefit ratio, 

the cloud provider should shows that how the resource restriction 

will impact the workload performance and customer satisfaction. 

Dynamic resource allocation and accurate cost model are 

considered to manage this kind of clouds. 

This Flexible SLAs are more suitable for private clouds. Private 

clouds reduce the latency by keeping data on premises, save 

money and environment. As private clouds are more frequent in 

large scale organisations, it is necessary to have a fair usage of 

the available resources. Usually the organisations will be made 

of several departments with different projects and each project 

will have different budget to rent computational shared 

resources. All-or-nothing resource allocation is not flexible for 

this multi-tenant multi-typed user environment, because they 

actually don’t know how much resources are actually needed. 

Therefore the available resources are fairly used by adapting the 

resources i.e., the resources are taken from the users who uses 

them poorly or do not mind about their performance 

degradation (willing to pay less) and assign them to the high 

demand users (willing to pay more). 

The remaining paper is organized as follows. In Section II we 

contribute our related works. In Section III we discuss our 

proposed work. In Section IV the cloud environments containing 

the VM types, different classes of users and the price matrices are 

discussed. The VM allocations based on Partial Utility and their 

degradation factors are discussed in Section V. In Section VI we 

discussed our Scheduling algorithms. Section VII presents our 

experimental setup and results. Section VIII presents our 

conclusion and address to the future work. 
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II RELATED WORKS 

Simao et al. [1] proposes Flexible SLAs based on Partial Utility 

Scheduling where the VMs are initially scheduled using First-Fit 

algorithms. Then the unallocated VMs are again scheduled based 

on Partial Utility Scheduling. Therefore more VMs get allocated 

than the basic scheduling.   

Beloglazov et al. [2] generated Optimal deterministic algorithm 

for VM migration and VM dynamic consolidation problems. So 

that the energy consumption can be reduced. Also [2] proposes 

adaptive heuristics for Dynamic consolidations of VMs based on 

analysis of historical data to accomplish VMs resource usage. 

Khan and Navarro et al. [3] proposes resource sharing in 

community network, currently limited to network bandwidth to 

other computing resources. 

Resources are shared among communities for low cost or even for 

free usage, but other members of the community can exploit 

excessive resources.  Saovapakhiran et al. [4] proposes an 

algorithm for admission control and resource allocation to deal 

unreliably excessive computing resources. 

Waldspurger et al. [5] introduces several novel ESX server 

policies and mechanisms to manage memory. The ballooning 

technique, idle memory tax, Content- based page sharing and hot 

I/O page remapping techniques are combined to efficiently 

support VM Workloads that overcommit memory. 

Agmon et al. [6] presents Ginseng, first market-driven cloud 

system to allocate memory to cloud customers efficiently. They 

collect the clients bid, So that they can allocate and re-allocate 

memory efficiently. But it targets only memory. 

Gong et al. [7] proposes a novel PRESS (Predictive Elastic 

resource Scaling) scheme for cloud systems. It extracts fine-

grained dynamic patterns in applications demanding resources 

and adjusts their resources automatically. This algorithm reduces 

over-estimation as well as under-estimation errors. It also reduces 

resource wastage and SLO violations. 

Meng et al. [8] proposes that based on clients past resource 

demand, VM pairs are to be co-located. The historic workload 

time series and an SLA-based characterization of the VMs 

demand, they determine the number of servers needed for a given 

set of VMs. 

Morshedlou et al. [9] proposes proactive approach to decide 

which VM should release their resources, based on client’s 

willingness to pay. This approach is applied for homogeneous 

VM types and the selected VM is demanded to release its full 

resources. 

Son et al. [10] focuses on DataCenters that are distributed across 

several sites. The Workloads are distributed to the datacenters, 

based on the distance between the user and the datacenter 

together with the expected time of the workload completion. 

III PROPOSED WORK 

A. Service Level Agreement 

Figure 3.1 shows the SLA between the cloud provider and the 

cloud renters. Initially the SLAs get agreed between them (1). 

Then the user requests the amount of resources they need to 

execute their workloads (2). The Cloud provider owns a large 

number of DataCenter, in which each DataCenter contains a 

number of physical machines which will be allocated to the 

requested users. The Cost is calculated based on pay-as-you-go, 

therefore the user gets their workload execution with minimum 

cost and the provider gets maximum cost benefit ratio and 

customer satisfaction. 

B. VM Allocation Manager 

There are three different classes of users: Low, Medium and High 

as shown in Fig 3.2. The classes of users made resource request to 

the VM Allocation Manager to execute their workloads (Step 1). 

The Manager should find the suitable host for requested VMs (2). 

After VM allocation, VM allocation Manager allocates the client 

workloads to the VMs for execution (6).    

C. Scheduler  

The requested VMs are passed to the Scheduler. It checks and 

allocates the VMs to the host having suitable resources (having 

more resources than the requested VMs). The allocation is done 

based on Base Scheduling (3). If all the VMs are not allocated, 

then the unallocated VMs are taken along with their needed 

resources (4) and they are scheduled based on Partial Utility 

Scheduling (5). 

D. Pricing Calculation 

After allocating the workloads to the VMs, Pricing should be 

calculated (7). The pricing is calculated by considering the 

resources released and the degradation factors due to the partial 

utility together with the normal cost. Due to partial utility of 

resources there will be a degradation factors.   So the provider 

should consider all the values during calculations. 

 

Figure 3.1 Agreement Process and Workload Requests 
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Figure 3.2 VM Scheduling and Pricing Model                                                                              

 

 

 

 

 

IV CLOUD ENVIRONMENT ASSUMPTIONS 

A.VM Types 

The provider offers several categories of virtual 

machines. In each category, various VM types (micro, 

small, regular, extra) are represented by the set, 

},...,{ 21 tntttypes VMVMVMVM 
   

Where, 
21 tt VMVM   

If, )()( 21 tt VMerVirtualPowVMerVirtualPow   

The function VirtualPower expresses the VM 

computational power, together with particular 

combination of CPU, memory, and storage capacity. 

Virtual machines are rented in either pay-as-you-go or 

pre-reserved manner. In either case, the price for a 

charging period is $/hour for each VM type. This value 

is determined by the function )Pr(
it

VM is the value to 

pay when the virtual machine of a type it is not in 

overcommit with other virtual machines. Considering a 

VM instance vm, of the 
typesVM  can be determined as 

VMType(vm), therefore the price is determined by 

Pr(VMType(vm)). 

 

 

 

B. Classes Of Users 
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We consider that the Partial Utility model consists of 

three classes of users they are Low, Medium and High 

based on their willingness to pay for the resources. 

High users are those with more concern on their 

requirement, time limit and are willing to pay more for 

a peak performance level. But if the demand is not met 

the compensation should be done along with penalty. 

Medium users are those who accept to run their 

workloads in VMs having less resource for the sake of 

lesser payment, and reduced carbon footprint impact 

with some level of expectation on execution time. 

Low users are a careless user who does not bother 

about workload completion, if they are allowed to pay 

less. 

C. Price Matrix 

The price matrix is presented by considering the virtual 

machines with increased virtual power (micro, small, 

regular, and extra) and the different classes of users.                        

                              

                               lowmediumhigh  

    P   =   

extra

regular

small

micro

 





















54.192.140.2

02.128.160.1

51.064.080.0

26.032.040.0

             (1)

 

 

V VM ALLOCATION 

A. Partial Utility Based Scheduling 

We propose to Schedule CPU processing to virtual 

machines to satisfy both the user and the provider 

potentially with opposing interests. The cloud users need 

their workload completion with maximum performance, 

the provider needs to consolidate workloads, overcommit 

resources and so unexpectedly degrading the performance 

of some of them. 

If new VM requests are given to the provider and takes 

cloud user’s partial utility specification, which relates the 

user’s satisfaction and correlates it with the provider 

analysis of the workload progress. The provider should 

save the resources as well as maintain customer 

satisfaction. Resources are taken from poor users and 

allocating it to the more demanding users. The Partial 

Utility matrix (M) is defined using different classes of 

users as well as the different levels of degradation. 
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6.04.00.0

8.06.02.0

9.08.06.0

0.10.18.0

0.10.10.1

              (2)

 

B. Partial Utility and Degradation Factor 

Because of resource sharing, the provider determines 

which percentage of the virtual power is decreased in each 

VM. For a given VM instance, vm it is determined as, 

Df(vm). When the virtual machines are allocated in 

overcommitment, each VM will have only a limited 

amount of resources which results in degradation of        

workload performance. The cost pay by the user during 

overcommit is given as follows, Pu represents Partial 

Utility given by the owner for degradation. 

))(Pr()( vmVMTypevmCost   

                         ))((*))(1(* vmDfPuvmDf     (3) 

Provider needs to control the maximum overcommitment, 

by applying an average to the Virtual machines allocated to 

a given client. It is measured by using Aggregated 

Degradation Index (ADI) for a generic set of virtual 

machines. It ranges from 0 to 1. 

0  Non-degraded      1fully degraded 

 

)(VMSetADI







 


)(

)()).(1(
1

vmerVirtualPow

vmerVirtualPowvmDf

VMSetvm

VMSetvm

 

              (4) 

C. Classes for Prices and Partial Utility 

Classes has two purposes i) to set the base price for each 

Virtual Machine types ii) To establish partial utility based 

on overcommit factor. The Class consists of Clients and 

the VMs they rent, represented as },..,,{ 21 nCCCC   where 

1C < 2C  if base-price( 1C )<base-price( 2C ). Overcommit 

factor has several range of values between R = 

         }1..8.0,8.0..6.0,6.0..4.0,4.0..2.0,2.0..0{

classPu is a matrix of partial utility ]1..0[*: RCPuclass
. 

classPr  is a price function. For each VM, 

RVMC typesclass *:Pr
 

 
 

D. Total Costs 
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The total cost is calculated by calculating the renting 

cost of all the VMs. 





)(Re

)()(
cntVMsvm

vmVMCostctrentingCos

          (5)

 

The VM cost is calculated as follows, where N, the 

number of hours the VM was running. P, the 

overcommitted periods in hour h. If after allocation the 

degradation factor remains constant, then the value of P 

is 1.  

))(( vmCostVM  = 


 

N

h

P

p

class

P

vmVMTypevmclass

1 1

))(),((Pr

)),(1(* pvmDfh

)),(),((* pvmDfvmclassPu hclass       (6)
 

VI SCHEDULING ALGORITHM 

Algorithm 1 presents the Base Scheduling. Initally the 

hosts are arranged in an ascending order. The 

isCompatible() checks the best host to be allocated for vm. 

isCompatible() checks the resources including MIPS, Ram, 

BW, and size. 

Algorithm 1: Base Scheduling 

 

Require: hosts list of available hosts arranged in ascending 

order based on their resources. 

Require: vm VM to be allocated. 

function Basefunction (hosts, vm) 

selectedHost null  

for all h     hosts do 

 if isCompatible (h, vm) then 

   currcores  AvailableCores(h) 

   selectedHosth  

 endif  

endif  

endfor  

if selectedHost       null then 

Allocate(selectHost ,vm) 

return true 

 endif  

return false 

end function. 
 

Algorithm 2 presents the Partial Utility allocation. After 

the basic allocation the unallocated VMs are taken and 

their needed resources are calculated. SelectVMs() will 

allocate the unallocated VMs using Partial Utility. After 

allocation the ADI value is checked. If the degradation 

value is higher, then again change the allocation. 

 

 

Algorithm 2: Partial Utility Allocation  

 

Require: hosts hosts ordered by available resources 

Require: vm new VM to be allocated 

Require: max ADI  

function PartialUtilityAllocation (hosts, vm)  

   if Basefunction (hosts, vm) then 

 return true 

 end if 

 selection null 

 hosts  sort hosts in ascending order of available              

resources 

for all h    hosts do 

 needed  Requested (vm) - Available (h) 

 vmList  AllocatedVms (h) 

 selection SelectVMs (vmList , needed) 

if ADIindex (hosts, selection)  <  maxADI then 

 for all (vm, df)        selection do 

  ChangeAllocation (vm, df) 

end for 

return true 

        end if 

    end for 

     return false 

end function 

 

Algorithm 3 presents the Partial Allocation of Unallocated 

VMs. It checks whether the target is matched with the 

available hosts or not. If resources are available, allocate 

the target VM to the host using Partial Utility. 

 

Algorithm 3: Partial Allocation of Unallocated VMs 

Require:                  ascending/descending list of VM’s 

types 

Require: vmList list of VMs to be allocated in host 

Require: target virtual power needed to fit all VMs 

function SelectVms (vmList, target) 

 selectionnull  

 sum0 

 vmList sort vmList in ascending order of 

price’s class 

while sum < target do  

for all t                      do 

for all vm vmList : Vmtype (vm) = t do 

     NextRange (vm) 

selection   selection U (vm,       ) 

sum  sum+ VirtualPower(vm)*(1-        ) 

if sum     target then 

 break 

 end if 

 end for 

end for 

end while 

  return selection 

end function 

 

 

VII EXPERIMENTAL SETUP AND RESULTS 
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We have implemented our Dynamic Scheduling in 

Cloudsim. The strategy is that the physical resources 

are allocated to Virtual machines using Partial Utility 

Scheduling and the client workloads are allocated to 

resources available in VM. The scheduling is done by 

extending the VmAllocation Policy and VmScheduler 

algorithms. Also we created a new broker to ensure that 

each cloudlet is executed in the correct VM. 

A. PlanetLab Workload 

The input data used was collected from workloads 

executed by Planetlab. 10 random days are chosen from 

April to May and the traces of CPU utilizations are 

taken. 

B. Environment 

We used three types of datacenters (Size-1, Size-2, and 

Size-3) with different cores and with different number 

of hosts as shown in Fig. 7.1 

DC Size Hosts Cores MHz Mem(GB) 

Size-1 10 2 1860 4 

 10 2 2660 4 

Size-2 20 4 1860 8 

 20 4 2660 8 

Size-3 40 4 1860 8 

 40 4 2660 8 

              Figure 7.1 DataCenter Configuration 

As discussed earlier there are 4 types of Virtual Machine 

and their configurations are shown in Fig.7.2 

 Micro Small   Regular Extra 

 

Virtual CPU Power 

(*
310 MIPS) 

 

 
0.5 

 

 
1 

 

 
2 

 

 
2.5 

Memory(GB)  

1 

 

1.7 

 

2.4 

 

3.5 

Figure.7.2 Characteristics of VM Types used in the Simulation 

C. Graph 

The graph shows the number of VMs failed during the 

allocation process. Here shows using First-Fit algorithm a 

large number of VMs gets failed to allocate. Using Best-Fit 

with Partial Utility algorithm more number of VMs get 

allocated when compared to First-Fit. But by using First-

Fit with Partial Utility allocation, it allocates more number 

of VMs than the other two algorithms. Fig 7.3,7.4 and 7.5 

shows the number of VMs that gets failed in Datacenter 

Size -1, Datacenter Size -2 and Datacenter -3 respectively. 

Overcommitted environment allows the workloads to 

execute instead of queuing or delaying them as a whole 

with some amount of depreciation. The allocations of 

virtual machines are done using Partial Utility scheduling. 

As more number of VMs get allocated, the amount of 

computational capacity (Virtualpower) allocated is also 

high.   

       

 

 

 

 

 

 

 

Figure.7.3 Datacenter Size -1 

 

 

 

 

 

 

 

 

Figure. 7.4 Datacenter Size -2 

 

 

 

 

 

 

 

 

Figure. 7.5 Datacenter Size -3 

VIII CONCLUSION 

There is an increasing interests in Community cloud 

computing (i.e., small, geo-distributed and near the client 

datacenters). Here we presented the cost-model where the 

provider transfers the resources between VMs, which 

benefits both user as well as the provider. Our scheduling 

method overcomes the classic allocation strategy which 

cannot allocate above a certain number of VMs. 
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We plan to corporate fuzzy model in this allocation so that 

it automatically choose the best host to be allocated for 

VMs based on price matrix and classes of user matrix. 
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